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Abstract

We provide evidence on the demand for privacy at scale, studying millions of wage
earners asked to report income in the contested 1940 U.S. Census, which first included
an income question. Around 5% of active wage-earners—1.2 million individuals—refuse
to report, with substantial variation across counties. We assess the drivers of withhold-
ing by exploiting quasi-exogenous variation in enumerator characteristics and prior
exposure to unanticipated publication of government tax list data. Withholding pat-
terns reflect fears of identifiable disclosure. Income differentiated individuals withhold
when inequality is high, when the data collector’s wealth is distant from theirs, and
when tax-list data has been made public in the past. We find evidence of pressure to
comply among vulnerable residents but little evidence of intrinsic privacy motives. Our
results suggest that privacy-sensitive nonresponse can distort inequality measures and
highlight the importance of understanding behavioral responses to disclosure risks in
modern data policy.
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1. INTRODUCTION

The U.S. Census Bureau, and the data it collects, have been the subject of political debate
throughout U.S. history (Bouk, 2022). While Census data serve as a critical public good,
concerns over surveillance and confidentiality can deter disclosure of sensitive information.
In 2018, the U.S. Census announced it would use differential privacy, forgoing statistical
precision in published statistics in exchange for greater identity protection. Despite the
active policy debate, we lack evidence on the drivers of the demand for privacy at scale.

We study the individual demand for privacy from the U.S. Census at scale. We exploit
the 1940 Census, which for the first time asked respondents to report annual wage income.
Contemporary debates were extensive. Proponents emphasized the value of income data
for understanding Depression-era labor markets, while opponents argued that such questions
constituted unjustified intrusions into private affairs (United States Senate, 1940). To assuage
concerns, the Census isolated the question about exact earnings amounts at the very end of
the survey and allowed respondents to record their income privately for the enumerator
to mail the sealed form to the Census Bureau. This unusual survey design creates a rare
opportunity to observe data withholding among individuals already identified as wage earners
earlier in the survey when asked about wage-earning status, hours, and occupation.

We measure non-disclosure as a zero or missing response to the earnings question, and we
validate this interpretation using the original 1940 manuscript schedules, which record when
income was entered as zero, left blank or provided on the sealed form. These distinctions are
preserved in the 1940 complete-count Census data we use (Ruggles et al., 2022).

We characterize patterns of withholding and the motivations behind resistance to govern-
ment data collection. We test three leading mechanisms emphasized in privacy theory—social
concerns arising from public visibility, intrinsic demands for privacy, and government misuse
(Acquisti et al., 2016). Each mechanism predicts a distinct pattern of withholding behavior.
Public visibility concerns predict earners who are highly differentiated from others withhold

1 By contrast, intrinsic privacy motives pre-

as social consequences are largest for them.
dict withholding among parties who defend privacy as a normative right: in our context,
the Republican party. Concerns about government misuse of the data predict vulnerable or
state-persecuted groups withhold; for example, when the government is motivated to seize

the assets of a group or penalize targeted populations.? Our data allow us to distinguish

IThe personal stakes of public observation of own earnings rise with differentiation, or income inequality—
a fact documented in several settings (Luttmer, 2005; Perez-Truglia, 2020; Cullen and Perez-Truglia, 2022).
Costs to revealing own income rise with perceived inequality owing to factors including self-image, social-
image, resentment and competition (Luttmer, 2005; Perez-Truglia, 2020; Cullen and Perez-Truglia, 2022).

2Calo (2011) distinguishes between subjective privacy harm arising from perceived observation and ob-
jective harm arising from informational misuse.



these mechanisms by observing which individuals withhold, and how withholding responds
to perceptions of income differentiation, data leaks and risks of persecution.

We find strong support in the data for concern over public visibility. Among the most
active labor market group of wage earners aged 25 to 65, 5.1% withhold their earnings data
(1.2 million individuals). Non-disclosure is especially pronounced among the predicted top
and bottom deciles of the earnings distribution, where it is roughly twice as high as in the
middle of the distribution. This pattern is stark among the ultra-wealthy. Among 104 such
individuals identified in U.S. Treasury records, we find those with wage income withhold
their earnings from the U.S. Census at four times the rate of similarly aged workers.®

We begin by showing that county-level inequality strongly predicts income withholding
exploiting variation in the 90/10 inequality ratio across counties within the same state and
within the same occupation. Non-disclosure rates rise monotonically across deciles of the
90/10 income ratio with the top and bottom decile responding most strongly as the income
ratio grows. The top decile experienced approximately 38% higher non-disclosure rates than
the bottom decile. As a placebo, we show that local inequality does not predict nonresponse
to the Census education question, which is far less privacy-sensitive than income. Further-
more, the linear relationship between inequality and non-disclosure strengthens as the peer
group narrows within occupation. This strong relationship suggests withholding incentives
increase as ones data become differentiable from ones peers, consistent with theories of social
comparison (Luttmer, 2005; Perez-Truglia, 2020; Cullen and Perez-Truglia, 2022).

In contrast, we find little evidence that intrinsic privacy motives drive withholding. The
Republican vote share, associated with privacy-oriented opposition to Census expansion, is
only weakly correlated with non-disclosure. The gradient in non-disclosure across deciles of
the Republican vote share is economically small, statistically indistinguishable from zero, and
far flatter than the inequality gradient. Counties in the top decile of the Republican vote share
do not exhibit higher withholding rates than those in the bottom decile. The magnitudes
are also small when we use local religiosity and government spending as proxies for intrinsic
preferences related to trust, community norms, or attitudes toward redistribution.

To further test how withholding responds to perceived earnings differentiation, we use the
quasi-random assignment of Census enumerators to measure how non-disclosure responds to
distance in housing wealth between the subject and data collector. The enumerator repre-
sented the first person with potential to access the data, and as such, a relevant audience. Al-
though income withholding responds to socially salient features of the enumerator-respondent

interaction, these interactions are the mechanism through which the federal government col-

3This occurs despite the fact that enumerators are top-coding incomes at $5,000 for approximately the
top 1% of earners.



lected data, making social exposure an integral component of privacy from the state.

We observe a sample of 1940 Census enumerators using the occupation string reported in
the Census data and use their home and rental values to estimate the level of capitalized and
reported housing wealth inequality between them and each of their subjects. Enumerators
typically enumerated in areas nearby their own residence, so enumerators and respondents
were likely to have visibility into each others' housing wealth. A 10% increase in the housing
wealth gap between the subject and the enumerator, based on reported housing values in the
Census, is associated with a 3.6% increase in the non-disclosure rate in our speci cation with
demographic controls. We cannot reject symmetric e ects when the wealth gap favors the
enumerator or subject, highlighting that di erentiation itself, rather than relative advantage
or disadvantage, drives withholding. We nd no corresponding housing-wealth e ect when
we estimate a placebo treatment by randomly assigning another enumerator of the same
gender residing in another enumeration district in a di erent state.

To explore the extent to which data withholding responds to potential data publicity,
we use variation stemming from exposure to the unanticipated release of federal income tax
returns under the short-lived 1924 Revenue Act. At the time, the Internal Revenue Service
collected income data from around 7% of the population, and newspapers in some cities,
but not others, published the names, addresses, and tax payments of high earners. Because
publication varied across locations and only individuals above certain ages in 1940 would
have been old enough to have seen the lists, exposure di ers sharply by place and cohort. We
measure this exposure using archival records on which newspapers printed the tax returns
(Marcin, 2014), combined with historical circulation data in Gentzkow et al. (2014), and test
whether exposure to this earnings data leak predicts non-disclosure in the 1940 Census.

We nd that newspaper circulation in counties where individual tax returns had been
published is associated with increased non-disclosure among age groups directly exposed to
the lists, especially among the college-educated, consistent with their greater newspaper read-
ership. Younger cohorts for whom the episode would have been less visible display negligible
di erences across exposed and unexposed counties. Our ndings corroborate evidence across
settings that behavior responds strongly to past economic events, with e ects that can per-
sist for decades (Malmendier and Wachter, 2024). In our case, past data leaks predict future
data withholding from the government.

Finally, we nd little support for fears of government misuse as a motive for withholding.
We distinguish privacy concerns from con dentiality assurances by de ning privacy as dis-
comfort with state observation rather than fear of public disclosure (Ruggles and Magnuson,
2023). We show individuals who faced the highest risk of state persecution and asset con sca-
tion were lesslikely to withhold their income using two within-group comparisons. Following



Arellano-Bover (2022), we construct predicted internment risk at World War 1l camps for
Japanese residents. For Mexican residents, identi ed using the Mexican designation in the
1930 Census and traced to 1940, we measure perceived enforcement risk using the per capita
prevalence of local law-enforcement authorities in light of the large-scale deportation and
repatriation campaigns targeting Mexican communities during the Great Depression (Lee
et al., 2022). In both cases, withholding declines as the risk of persecution rises, a pattern
consistent with compliance pressures outweighing fears of data misuse.

In sum, we nd that concerns over public observation and personal di erentiation are the
dominant drivers of withholding, with little evidence supporting partisan or intrinsic privacy
motives. We nd patterns counter to what a government-misuse motive would imply for
vulnerable groups. Although average withholding is modest, the resulting distortions are
sizable because withholding is concentrated among individuals at the extremes of the income
distribution. We use di erences in non-disclosure across exposed and unexposed counties from
our tax list analysis to construct counterfactual income distributions following DiNardo et al.
(1996), showing that withholding understates measured inequality. Our ndings highlight the
importance of incorporating behavioral responses to social exposure into the interpretation
of survey data and the design of modern data protection policies.

Our paper proceeds as follows. We next describe related literature and situate our con-
tribution. Section 2 provides institutional context around the 1940 Census expansion, the
assignment of enumerators, and the release of individual income tax records. Section 3 de-
scribes the details of our data construction and sources. Section 4.1 reports our evidence on
the relationship between non-disclosure and inequality. Section 4.2 examines inequality be-
tween the subject and enumerator for a sharp test of how inequality impacts non-disclosure.
Sections 4.3 through 4.8 examine how exposure to the publicized tax lists shaped perceptions
of disclosure risk and distorted reported income distributions. Section 5 analyzes withholding
among groups facing heightened government enforcement risk. Finally, we conclude.

1.1 Contribution to literature

Our work relates to several strands of the interdisciplinary literature on privacy and survey
data quality. Prior research has documented key distortions in government-collected data.
Serrato and Wingender (2016) and Chi (2022) show that Census population data diverge from
true counts at the local level as people migrate and age, a ecting funding allocations and rm-
level investment decisions. A complementary literature nds that nonresponse in the Current
Population Survey is concentrated in the tails of the income distribution (Bollinger et al.,
2019), and Meyer and Sullivan (2023) demonstrates that tail mismeasurement can distort
inequality trends. We show that this U-shaped pattern of withholding appears in historical



Census data, and we identify the mechanisms that generate this behavioral response.

Our paper contributes to the economics of privacy demands, which emphasizes that pri-
vacy concerns depend on the social context and perceived audience of disclosure (Nissenbaum,
2010; Acquisti et al., 2016; Tucker, 2023). Goldfarb and Tucker (2012) show that even in
anonymous surveys some respondents refuse to reveal income. Experimental evidence shows
privacy concerns vary with perceived relative standing and weaken when traits are average
or socially favorable (Huberman et al., 2005), while small informational or incentive changes
can override privacy preferences (Athey et al., 2017; Adjerid et al., 2013).

Incentives may also distort reporting behavior. Budd and Guinnane (1991) document
that some individuals in the 1911 Irish Census exaggerated their ages to qualify for old-age
pensions. Farrell (2012) argues that transparency alone is insu cient for privacy protection
because identical disclosures produce heterogeneous responses across contexts. More gener-
ally, when pecuniary incentives to misreport for material gain are strong, veri cation and
enforcement substantially limit strategic misreporting (Alpysbayeva et al., 2024).

We contribute to this literature by measuring data withholding in a context where non-
disclosure carried formal legal penalties (including nes and imprisonment), but where en-
forcement against respondents was rare, and where concealment primarily a ected social
exposure and data quality rather than immediate material payo s. Related work looks at
employees' willingness to share information about their salaries with their co-workers in re-
turn for rewards, nding the majority would pay to conceal their information but some would
pay to share it. Those who choose to conceal it are, on average, those who perceive themselves
as relatively high earners (Cullen and Perez-Truglia, 2023).

Our paper also relates to the interdisciplinary literature on interactions between the sur-
veyor and the respondent. Prior work shows that people are more likely to act on information
delivered by a surveyor with shared traits (Durantini et al., 2006; Dolan et al., 2012). We
examine respondents’ willingness to share truthful information as a function of enumera-
tor characteristics, including relative wealth. Bouk (2022) suggests that the low share of
Black enumerators may have contributed to the undercount of Black Americans noting that
this channel is hard to test: the under-counting could be bias of the enumerator or act of
resistance. Our setting allows us to measure acts of resistance in isolation.

We also speak to the large literature on the causes of distrust in the U.S. government.
Citizens tend to distrust government the more it regulates (Aghion et al., 2010), and the
late nineteenth and early twentieth centuries saw the rise of the regulatory state (Glaeser
and Shleifer, 2003). Distrust, driven by perceptions of corruption, political bias, or fears of
surveillance, reduces willingness to comply with laws or provide information (Levi and Stoker,
2000). In our context, trust in government was arguably at an all-time high, particularly



in areas bene ting from New Deal spending (Caprettini and Voth, 2022). This high-trust
environment likely contributed to the high response rates to the 1940 income question, making
the withholding we observe especially informative about underlying privacy motives.

Lastly, we contribute to research on dierential privacy in o cial statistics (Ruggles,
2024). Bowen (2024) emphasizes that the implications of changing how statistical agen-
cies balance privacy protection and data accuracy remain poorly understood. Abowd and
Schmutte (2019) propose using social welfare theory to balance these competing objectives
for Census data. Our ndings show that the perceived personal stakes of sharing information
about income can be substantial, and that individuals respond primarily to concerns about
social exposure in local environments. These distortions occur before privacy protections
apply, through for example interactions with enumerators, underscoring that post-collection
noise injection cannot address privacy concerns that drive non-disclosure.

2. BACKGROUND AND INSTITUTIONAL SETTING

In this section we outline central aspects of the historical background, focusing on the new
income question in the 1940 census, the publication of lists of top earners by newspapers
during the 1920s, and privacy demands and the fear of leaks of Census data.

2.1 The Income Question

Understanding how the 1940 Census introduced income reporting is important because the
design created observable opportunities for withholding. The 16th Decennial Census was
taken in the shadow of the Great Depression, and policymakers viewed income data as
essential for understanding labor markets, housing conditions, and internal migration. On
April 1, 1940, more than 120,000 enumerators collected information on over 131 million
residents across 143,000 enumeration districts. While data protection is central to Census
data collection e orts, the practice of in-person enumeration and the novel inclusion of wage-
related questions made income reporting a particularly sensitive component of the survey.
The 1940 Census marked a turning point in the federal government's e orts to collect
earnings information? Enumerators were instructed to interview the most authoritative
household member to obtain accurate personal information, and just under half were women,
often housewives, salespeople, or clerks recruited temporarily for the Census (Bouk, 2022).

4Consumer expenditure surveys had collected some income information but not at scale. Population
surveys mostly gathered data on property or capital assets (Dray et al., 2022). The Census of Agriculture
had asked farmers about income from agricultural products as early as 1840, and the 1915 lowa State
Census collected occupational wages (Gold eld, 1958; Goldin and Katz, 2000), but urban coverage was
sparse. International precedents were also limited: Britain asked whether individuals were wage earners but
not their earnings, whereas the 1930 Swedish Census and the 1931 Canadian Census collected wage data.
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As an indication of the signi cance of what became known as the income question enumer-
ators asked it of all individuals rather than drawing a subsample, even though the Bureau
had begun experimenting with sampling in 1940. Wage and salary income was also being
reported to the Social Security Administration by this time (Gold eld, 1958), and according

to Igo (2018), few Americans expressed privacy concerns, with many enthusiastic about the
adoption of Social Security numbers. This combination of universal income collection, evolv-
ing administrative uses of wage data, and high public trust meant that enumerators played
a central role in the disclosure process. As local, visible, and socially salient gures, they
shaped the context in which respondents chose whether to reveal their earnings, which we
exploit in our enumerator-respondent wealth gap test (see Section 4.2).

Questions 32 and 33 on the census form asked each respondent for their annual wage
or salary and whether they had received $50 or more in non-wage income during the prior
calendar year. Annual earnings were top-coded at $5,000 (roughly the top 1% of the wage
distribution), although enumerators sometimes entered exact amounts above this level. The
income questions were intentionally placed near the end of the interview to encourage re-
sponse (Gold eld, 1958). Enumerators were also instructed to reassure respondents about
con dentiality. The Census Bureau'sinstructions to Enumerators booklet emphasized cour-
tesy and persuasion when individuals hesitated, and directed enumerators to explain that all
information was strictly con dential, available only to sworn employees, and used solely for
statistical purposes. The manual further reminded enumerators that they were entitled to a
truthful answer and underscored their own legal obligation to secrecy.

According to the Census Act of 1929, refusal to answer a Census question was a misde-
meanor punishable by a ne of up to $100, imprisonment for up to 60 days, or both. In
practice, however, the Bureau did not enforce these penalties. As the Director testi ed in
1940, we do not use that feature of our law because the people of the United States have had
con dence in the Bureau of the Census for a great many years, and they cooperate with us in
these reports (United States Senate, 1940). By contrast, the Bureau did impose penalties on
its own sta for breaches of con dentiality. Failure to protect the privacy of Census returns
could be charged as a felony, carrying up to two years' imprisonment, a ne of up to $1,000,
or both. Together, these features imply that income withholding in 1940 re ects voluntary
privacy behavior rather than fear of legal penalties.

Safeguarding personal data was widely discussed in the press and in government in the
lead-up to the 1940 Census (see Appendix Al). In March 193%he New York Herald
announced that "Uncle Sam is Getting Much More Inquisitive' as the new questions were
tested in trial counties. Much of the press attention, however, emerged in early 1940 amid
Congressional debate sparked by Republican Senator Charles Tobey's resolution to delete



the income question. In February,The Chicago Tribunereported that "Census Snooping
Stirs Senate Storm' and in MarchThe Christian Science Monitor covered a Republican-
controlled New Jersey Assembly resolution opposing ‘unnecessary snooping. That same
month, The New York Timescovered an exchange in which President Roosevelt dismissed
Tobey's objections as an "obviously political move' to derail income collection. Roosevelt
himself reported income in the $5,000+ category, though he did not specify whether he
received non-wage income under Question 33 despite being a stock market investor.

In response to this debate, the Census Bureau modi ed its collection procedure for the
income question. Individuals who declined to disclose their earnings verbally could write the
amount on a con dential P-16 form, seal it in an envelope, and return it to the enumerator
for mailing to the Census Bureau in Washington, D.C. This procedure allows us to interpret
blank or missing income entries as instances of non-disclosure. Gold eld (1958) notes that
only about 200,000 of the 15 million con dential forms printed were ultimately used, and that
subject to the relatively rudimentary statistical analysis available at the time, the resulting
income data were regarded as reasonably accurate but somewhat underreported.

2.2 Publication of Top Incomes

Unwanted publicity of federal tax returns under the 1924 Revenue Act foreshadowed the
controversy surrounding the 1940 Census income question. As extensively documented by
Marcin (2014), newspapers across the country published long lists of taxpayers and their tax
payments, turning what had been a private activity into public information (see Appendix
A2). The lists published in 1924 reported incomes earned in 1923, and those published in
1925 reported incomes earned in 1924. This episode provides a rare historical precedent for
large-scale disclosure of earnings, and a natural source of variation in exposure to public
income revelation.

In October 1924, theBoston Postnoted the large impact these disclosures had on public
perceptions of income. Because incomes could be inferred from taxes paid, the lists revealed,
for example that Jack Dempsey then world heavyweight boxing champion earned more than
J.P. Morgan; that steel magnate Charles M. Schwab earned less than expected; and that
actress Gloria Swanson received $120,000 a year (around $2 million today). Huest wrote
there was no greater surprise in the whole list to Boston people than the income reported
by Judge Louis B. Brandeis of the United States Supreme Court, who had warned about
newspapers and privacy concerns a few decades earlier in his highly in uential 18¢frvard
Law Reviewarticle, The Right to Privacy with Samuel Warren. No one looked upon
Justice Brandeis as a rich man thePost observed, but he must be, since the tax of $9,508.22
shows he must have an income of around $55,000 a year (almost $1 million today).



In September 1925The New York Timesran multiple lists of "Downtown Manhattan's
Contributions to New York's Big Share of Federal Tax' reporting that Edward S. Harkness (a
philanthropist whose wealth had derived from his father's investment in Standard QOil) paid
$1,351,708 and that prominent industrialists such as J.D. Rockefeller Jr. ($6,277,669), Henry
Ford ($2,608,808), Andrew Mellon ($1,882,600), and J.P. Morgan ($574,379) were among the
nation's top taxpayers. Anna Thompson Dodge, widow of Horace E. Dodge, also appeared
with a payment of $993,028 (Marcin, 2014).

Publication of these lists often depended on quasi-random administrative choices. Local
tax collection o ces did not uniformly interpret the 1924 law. While some prepared lists for
newspapers, others withheld them, and still others questioned the legality of publication. We
exploit this geographic variation in publication to examine how exposure to public income
disclosure a ected non-disclosure in the 1940 Census (see Section 4.3).

2.3 Expressed Fear of Census Data Misuse

Public concern about the misuse of Census information has a long history. The Reapportion-
ment Act of 1929 explicitly prohibited the publication of any Census tabulation that could
identify an individual or establishment, re ecting the need for public trust in data con -
dentiality. More recently, the Census Bureau's adoption of di erential privacy responds to
the risk that reconstruction algorithms can indirectly re-identify individuals from published
statistics (Dinur and Nissim, 2003).

Despite these safeguards, there are notable historical episodes in which Census informa-
tion was used by government authorities. During World War 1l, the Census Bureau provided
both aggregated and individual-level data to the U.S. military, contributing to the identi -
cation and incarceration of Japanese and Japanese-Americans under Executive Order 9066
(Seltzer and Anderson, 2001). Mexican residents also faced elevated perceived enforcement
and deportation risk following the large-scale repatriation campaigns of the 1930s, which
targeted families of Mexican descent across the United States (Balderrama and Rodriguez,
2006). Interned families of Japanese decent often faced forced sales of property at discounted
prices and signi cant economic lossés. This historical backdrop motivates our empirical
tests of perceived government threat, in which we examine withholding among Japanese
Americans and Mexican residents who faced elevated risks of state action in 1940.

Debate about invasions of privacy and the handling of government data occurred promi-

5The Dodge brothers' rm later became a division of the Chrysler Corporation after their deaths in 1920.

6Although these disclosures were not known to respondents in 1940 (Pearl Harbor occurred after enu-
meration was complete) contemporaneous geopolitical tensions created an atmosphere in which Japanese
immigrants were already subject to surveillance and raids by federal agents (Roxworthy, 2008). For labor
market impacts of internment, see Chin (2005); Saavedra (2021); Arellano-Bover (2022).
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nently after World War 1l and to the present. The Second War Powers Act of 1942 temporar-
ily nulli ed earlier con dentiality protections, underscoring the tension between statistical
agencies and the uses to which their data may be put. Later, in 2004, it was revealed
that the Census Bureau had legally shared information on Arab-American populations at
the ZIP-code level with the Department of Homeland Security, prompting renewed commit-
ment to con dentiality (EI-Badry and Swanson, 2007). In 1950, Senator Joseph McCarthy
(Republican, representing Wisconsin) produced his list of alleged communists employed by
the U.S. government creating impetus for clearer de nitions of privacy boundaries. During
the McCarthy era the Lavender Scare resulted in the use of sexual questioning to purge
lavender lads from careers in the State Department under the guise of a link between homo-
sexuality and communism (Johnson, 2023). McCarthy himself appears in the 1940 Census.
Despite working 52 weeks of the year in 1939 as a Circuit Judge in Wisconsin, his income is
recorded as 0, with a "yes' response to the question of whether he received non-wage income.
His household's income information was provided by his sister-in-law, which we can identify
because our data indicate who responded to the enumerator.

3. DATA CONSTRUCTION

Our main data source is the 1940 complete-count Census data which provides information
on responses for over 131 million individuals (Ruggles et al., 2022). We incorporate various
complementary datasets at the county-level including Republican vote shares as a proxy for
intrinsic privacy preferences. We use data from Marcin (2014) to identify the locations where
newspapers did and did not publish lists of top tax payers during the 1920s, and the reason
why. And we use newspaper circulation data across locations from Gentzkow et al. (2014) to
measure the potential reach of these tax lists across counties.

3.1 Individual-level Data from the 1940 Census

We use data from the complete-count 1940 Census, restricting our analysis to individuals
who were in the labor force, who self-reported being at work, and who received wages or a
salary, including those employed by government. By construction, this restriction captures
predominantly non-farm workers, since most of the farm population was self-employed. Our
main dataset contains 24.9 million individuals aged 25-65.

We also identify full-time workers using questions asked early in the enumeration schedule.
Respondents were asked the number of weeks worked in 1939 and the usual hours worked per
week. Restricting to those who reported working 52 weeks and at least 40 hours per week
yields a secondary sample of full-time wage earners so we can examine withholding among
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individuals with stable labor force attachment and comparable exposure to income reporting
norms. At the end of the schedule, two questions captured a person's income (12 months
ending December 31, 1939) from wages or salary and whether the person received $50 or more
in income from sources other than wages or salary. As Bouk (2022) notes, the second item
o ered respondents a way to hide by signaling that they had additional income without
revealing the amount, since no further details on non-wage income were collected.

As noted in the case of Joseph McCarthy above, a key advantage of the Census manuscripts
Is that we observe which member of the household spoke to the enumerator, allowing us to
restrict attention to income reports provided by that speci c individual. We also observe the
estimated value of the respondent's home (or monthly rent, which we capitalize), enabling us
to place individuals in the distribution of housing wealth. Importantly, we observe the same
information for enumerators who self-identify as such in the occupation string in the Census
data, allowing us to construct respondent-enumerator wealth gaps used in our analysis.

Finally, the Census provides a rich set of individual and household characteristics which we
use as controls, including age, sex, race, marital status, educational attainment, occupation,
hours and weeks worked as well as homeownership status. These variables allow us to exibly
control for demographic and labor-market heterogeneity.

3.2 Validating the Measurement of Income Non-Disclosure

Because our analysis relies on interpreting zero or missing values for the income question in
the Census as intentional withholding, we validate this measure directly against the origi-
nal schedules. Although missing income values do not appear in the original 5% samples
of the 1940 data, they are recorded in the 100% complete-count data which is derived from
transcriptions of the original manuscript schedules that IPUMS subsequently cleans, stan-
dardizes, and harmonizes. We therefore conduct an audit comparing IPUMS-coded values
with the original manuscript schedules. We draw a random sample of 100 individuals aged
16-80 whose income is recorded as missing in the IPUMS 100% le and inspect their corre-
sponding entries on the schedules. In the vast majority of cases (95.0% for ages 16-80 and
96.2% for ages 25-65) the manuscript also shows no income amount, con rming that missing
values in IPUMS almost always re ect genuine non-disclosure rather than transcription error.
Only a small number of cases appear to involve misclassi cation.

A small fraction of schedules contain a "C' in the income box, indicating that the respon-
dent chose to submit earnings using the con dential P-16 form rather than disclose them to
the enumerator (see Appendix A3). These cases (three in our sample), are consistent with the
Census Bureau's estimate that around 2% of respondents used sealed envelopes. We consider
these cases to represent intentional non-disclosure and are coded as such. Taken together, our
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audit demonstrates that our non-disclosure measure accurately re ects respondent choices
not to reveal their income rather than measurement or processing error.

3.3 County-level Data

We assemble several county-level measures, including inequality, government spending, po-
litical a liation, religiosity, and education. Income inequality in 1940 remained pronounced,
with the top decile accounting for over 45% of national income (Piketty and Saez, 2003;
Kopczuk et al., 2010), but it varied considerably across counties. We measure inequality
using multiple complementary approaches. First, we compute the county-level 90/10 income
ratio based on wage and salary income reported in the Census. Top coding a ected only
about the top 1% of earners, so this measure captures meaningful di erences between richer
and poorer residents. Second, we estimapeedicted income for each individual using loca-
tion, occupation, housing value, age, gender, and years of schooling, and construct a parallel
county-level 90/10 ratio from this series (see Appendix Figure A4). Finally, following Cowell
and Flachaire (2023), we compute the mean logarithmic deviation (MLD), which has desir-
able statistical properties and responds monotonically to increases in top incomes. To bypass
income censoring entirely, we also calculate the MLD using housing values..

To measure exposure to federal redistribution, we incorporate county-level New Deal
spending from Fishback et al. (2003). Caprettini and Voth (2022) show that the intensity
of these programs shaped patriotic sentiment during World War 1l, suggesting that federally
funded local investment may in uence trust in, and willingness to cooperate with, the federal
government. At the same time, because the federal government justi ed income collection
partly on its relevance for allocating welfare spending, high-income respondents in high-
spending counties may have had incentives to withhold their incomes.

Because opposition to the 1940 income question ran along party lines, we measure parti-
san orientation using county-level Republican vote share in the 1938 Congressional elections
(Clubb et al., 2006). Political attitudes also vary strongly with geography since rural and
urban voters tend to di er systematically in moral values and views of government (Enke,
2020). We incorporate data from Haines (2010) on the urban share of the population and on
educational attainment (the share of adults aged 25 and older completing high school). Reli-
giosity, which empirical work links to trust and social cohesion (McCleary and Barro, 2006),
Is measured using the 1936 Census of Religious Bodies. Although some denominations were
underreported, Stark (1992) documents that the Census Bureau implemented procedures to
improve coverage and that the resulting gures align well with independent enumerations.

"We use the Fishback-Kantor-Wallis aggregation of New Deal spending categories. Counties combined
in the original data for New York, Missouri, and Virginia are separated using 1930 population shares.
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Finally, we control for county size and economic structure using population counts and value
added in manufacturing from Haines (2010).

3.4 Inequality Between Respondents and Enumerators

At the individual-level, we also have a measure of the salience of local inequality. We know
both who the respondent to the enumerator was in the household and we can identify the
sample of enumerators who would have visited the house, consisting of neighboring individu-
als who reported they were a “census taker' or a “‘census enumerator' in the Census occupation
string. This allows us to investigate responses to the income questions as a function of so-
cioeconomic gaps between respondents and enumerators. Appendix A5 provides an example
of a population schedule showing the information available in the IPUMS data.

4. RESULTS: EVIDENCE OF WITHHOLDING

4.1 Inequality Predicts Withholding

Among individuals 16-80 in age, 6.19% of individuals who reported earning a salary or wage
to the Census enumerator did not disclose their actual income, equivalent to about 2 million
individuals. This drops to 5.1% for 25-65 year old$. County-level non-disclosure, shown
in Figure 1 and based on 1940 spatial boundaries, varies substantially from 5.8% at the
25th percentile to 9.6% at the 75th percentil€. We present further descriptive statistics in
Appendix Table Al of individuals reporting zero, missing and positive incomes.

We nd that non-disclosure is highest among those that we predict would have incomes
in the top and bottom income deciles. In Figure 2, we illustrate the relationship between
predicted income rank based on occupation, housing value, age, location, gender, and years
of schooling and non-disclosure. The stark U-shaped pattern reveals that non-disclosure
rates among those in the top and bottom decile are nearly twice as high as among the rest
of the population, a pattern consistent with modern evidence that earnings nonresponse is
heavily concentrated in the tails of the distribution (Bollinger et al., 2019). We observe the
same U-shaped pattern when we use capitalized house values (Panel b), actual house values
(Panel c), or rental values (Panel d). Moreover, the degree of inequality in one's environment

8 Among individuals who worked 52 weeks of the year and 40 hours the most active labor market group
3.7% did not disclose their incomes. For a 5% sample of the population of wage earners the Census Bureau
at the time estimated the non-disclosure rate was 4.9%, (5.4% among men and 3.5% among women) (Bureau
of the Census, 1943).

9The top ve states by mean non-disclosure are South Dakota (11.8%), Oklahoma (11.0%), Mississippi
(10.9%), Tennessee (10.3%), and Missouri (9.8%). The bottom ve states, where individuals appear more
willing to disclose, are Virginia (5.7%), California (5.6%), New Hampshire (5.5%), Maine (5.2%), and Mas-
sachusetts (5.2%).
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signi cantly magni es the rates of non-disclosure. This suggests that the U-shape is not an
artifact of survey design, but rather re ects behavioral motives tied to income position.

As suggested by Figure 2, the super-rich exhibited a much higher tendency toward non-
disclosure than wage earners in general. For 104 individuals on the list of the largest taxpayers
compiled by Brandes (1983), 88 of whom we can link to the 1940 Census, 57.5% reported
zero wage earnings or left the response blank when queried by the enumerator (see Appendix
Table A2). While some members of this group lived primarily as rentiers, non-disclosure
remained high even among those who reported working in 1939 with 26.5% failing to disclose
their earnings, or 20.5% among those aged 25-65. These rates contrast sharply with the 5.1%
non-disclosure rate observed for the broader population of wage earners aged 25-65.

In Figure 3, Panel (a), we display binned scatter plots showing the sharp increase in
non-disclosure rates as county-level inequality rises. The relationship is robust across mul-
tiple measures of inequality. Panel (a) shows a positive association between non-disclosure
and the 90/10 reported income ratio: as the ratio rises from 5 to 6, average non-disclosure
increases from around 4% to 5%, and rises to about 6% as the ratio reaches 10. Panel (b)
documents a similar gradient using the predicted 90/10 ratio. Panel (c) employs the mean log
deviation (MLD) of self-reported income, and Panel (d) displays the MLD of housing wealth
as an alternative measure of inequality. Across all four measures, non-disclosure increases
monotonically with inequality in the respondent's county.

We further examine the relationship between non-disclosure and inequality within 228
narrowly de ned occupations in the 1940 Census occupational classi cation system. Panel
(e) shows that non-disclosure rates rise even more steeply as inequality increases within these
peer groups. When the occupational 90/10 ratio is around 3, non-disclosure is approximately
2.5%, but it exceeds 10% when the ratio reaches 10.

By contrast, other characteristics of the environment such as political stance, religios-
ity, and local redistribution, have small and statistically insigni cant associations with non-
disclosure. Panels (f) and (g) show that neither county-level New Deal spending nor Republi-
can vote share meaningfully co-vary with non-disclosure rates, despite contemporary political
debates emphasizing intrinsic privacy values. Similarly, Panel (h) shows little relationship
between non-disclosure and the county-level share that is religious, even though religion has
been linked in other contexts to stronger norms of honesty (McCleary and Barro, 2006).

In Table I, we show that the correlation between county-level inequality and withholding
is robust to an extensive set of controls at the individual, county, and occupation levels,
summarized in Table Al. Using millions of observations on wage earners, we estimate the
following linear probability model at the individual level i, where Privacy; is an indicator
equal to one if the enumerator recorded zero or missing income for that individual:
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Privacy; = Inequality .+ Xc¢+ Zi+ gae * occupaton + i) (2)

Our key parameter of interest is , the coe cient on county-level inequality. We measure in-
equality using several metrics: the 90/10 ratio of reported incomes (Panel A), the 90/10 ratio
of predicted incomes (Panel B), the mean logarithmic deviation (MLD) of income (Panel C),
the MLD of housing wealth (Appendix Table A4), and the within-occupation 90/10 income
ratio (Appendix Table A5). If the value of privacy increases in more unequal environments,
we would expect > 0. The vector X . includes standardized county-level covariates for New
Deal spending per capita, the Republican vote share, religiosity, educational attainment, the
urban share, county population, and manufacturing value added. The vectat; contains
individual characteristics from the Census. We also include state xed e ects and occupa-
tion xed e ects at three levels of aggregation (11 major categories, 22 subcategories, and
228 granular occupations). Together, these speci cations control exibly for local area and
individual characteristics to mitigate concerns about omitted variable bias.

We nd a clear and robust relationship between inequality and non-disclosure. In Table
I, a one standard deviation increase in the county-level 90/10 income ratio is associated with
a 21% increase in non-disclosure relative to the mean in our baseline speci cation (column
1). The e ect declines to 10.5% among full-time workers (column 7) and to 5.8% when we
restrict the sample to self-respondents who personally provided their income information to
the enumerator (column 8). Restricting the sample to self-respondents removes any confounds
associated with household reporting dynamics, if individuals conceal incomes from other
members of the household and not just the government. In terms of magnitudes the 90/10
coe cient stands out compared to New Deal spending, the share religious, or the Republican
vote share as a measure of intrinsic privacy preferences. While Table | consolidates the
coe cients on individual controls, the full set of estimates is in Appendix Table A3

Figure 4 Panel (a) further illustrates results using decile indicators for the 90/10 ratio
and for Republican vote share. Privacy preferences rise linearly across deciles of the 90/10

10These results show women withhold more often than men, though the pattern reverses for full-time
workers (column 7). Following Moehling (2001), relative demand for privacy may have been greater among
women whose partners were unemployed, as this could have a orded more control over household nances.
Household heads (mostly men) are more likely to disclose, whereas the divorced and separated are less likely
to do so relative to married respondents. Singles generally disclose at higher rates, though less so among full-
time workers (column 7). Whites (about 90% of the population in 1940) exhibit greater demand for privacy
than minority respondents, while immigrants are more likely to disclose. College-educated individuals display
a strong preference for non-disclosure, possibly re ecting concern over relative income revelation or the idea
of privacy as a luxury good. We also nd a positive relationship between housing wealth and non-disclosure,
though the magnitudes are modest. In column 3, a one standard deviation increase in capitalized housing
value is associated with a 1.6% increase in non-disclosure.
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county-level income ratio, with the top decile experiencing 37.7% higher non-disclosure rates
(relative to the mean) than the bottom decile. By contrast, coe cients on the Republican
vote share deciles hover around zero, so the magnitude of the inequality gradient far exceeds
any e ect associated with intrinsic privacy. These patterns are consistent with the personal
stakes of revealing income being higher in more unequal environments.

Panel (b) presents a placebo exercise using nonresponse to the education question (highest
grade of school completed), which is asked earlier in the Census, is much less privacy-sensitive,
and is therefore more likely to re ect recall or reporting error (Goldin, 1998). The nonre-
sponse rate to this question is 1.6% among 25-65 year old wage earners. If local inequality
operates through privacy concerns, it should predict income withholding but not education
nonresponse. Unlike income non-disclosure, education nonresponse exhibits no monotonic
gradient across income deciles and no e ect at the top of the distribution. Although the
income decile indicators are jointly signi cant, the estimated coe cients are small and non-
monotonic, and a direct comparison rejects equality of the income and education gradients.
These results support the interpretation that the strong inequality decile gradient in Panel
(a) re ects income-speci ¢ privacy concerns rather than general nonresponse behavior.

Two additional sets of regressions in Table | show the robustness of the baseline rela-
tionship between inequality and privacy from Table |. Panel B re-estimates the models using
predicted income to construct the 90/10 ratio, thereby avoiding any mechanical bias from
censoring in reported incomes. The e ect sizes are slightly smaller, consistent with classical
measurement error attenuating coe cients. In Panel C, using the MLD of income inequality,
the e ects grow larger. For full-time workers (column 7), a one standard deviation increase
in income inequality is associated with a 13.4% increase in non-disclosure, compared to a
10.5% increase in Panel A and an 8.5% increase in Panel B.

Appendix Table A4 addresses the concern that income-based inequality measures could
themselves be distorted by non-disclosure, particularly in the tails of the distribution. Using
a measure independent of self-reported incomes, namely the MLD of housing values, we nd
economically consistent e ects. For full-time workers (column 7), a one standard deviation
increase in housing-wealth inequality is associated with a 7.1% increase in non-disclosure.

Our strongest results arise when we measure inequality within narrowly de ned occu-
pations. Using within-occupation reported incomes to compute the 90/10 ratio, we nd
much larger responses. In Appendix Table A5, column 7, a one standard deviation in-
crease in within-occupation inequality is associated with a 32.3% increase in non-disclosure
among full-time workers and a 33.4% increase for the subsample of individuals who directly
responded to the enumerator (column 8). Our estimates remain stable across alternative
control sets, including when we additionally control for the occupation's median wage as a
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proxy for employment turnover (Appendix Table A6)1* Overall, these ndings highlight the
central role of relative income position in shaping disclosure behavior.

4.2 Withholding Rises When Enumerators Di er Economically from Respondents

As an individual-level test of how privacy demands respond to the salience of local inequality,
we exploit the quasi-random assignment of Census enumerators to households and the result-
ing variation in the wealth gap between respondents and enumerators. Enumerators were
typically drawn from nearby neighborhoods and conducted interviews inside respondents’
homes, making di erences in housing wealth and social standing readily apparent during
the interaction. We use data on the housing wealth and socioeconomic characteristics of
both respondents and enumerators to test whether being visited by a Census worker with
di erential wealth to the respondent increases the probability of non-disclosure.

Enumerators were required to be U.S. citizens with at least a high school education, pos-
sess legible handwriting, and pass a formal aptitude test designed to mimic completion of the
population schedule (Thomson, 1940). Although the names of enumerators appear at the
top of manuscript schedules, no dataset identifying them exists. We therefore construct a
sample of enumerators by searching the occupation string in the IPUMS data for individuals
whose reported occupation includes both “census' and “enumerator' or "census' and ‘taker.
This procedure yields 1,023 enumerators from 48 states and the District of Columbia. Enu-
meration personnel included door-to-door canvassers as well as area managers and district
supervisors who coordinated activities, trained enumerators, and consolidated returns. We
cannot distinguish these roles in the data, but our keyword-based approach most likely cap-
tures door-to-door enumerators as the individuals who interacted directly with respondents.
Descriptive statistics are show in Appendix Table A7.

Since a wealthy individual and poor individual are both statistically more likely to have
a larger inequality gap with the “typical' enumerator than a middle income individual, we
take an additional step to isolate variation stemming from the particular enumerator assign-
ment. For comparison, we draw a placebo enumerator designated as a random enumerator
of the same gender from an enumeration district in a di erent state. We compare the ef-
fects of wealth distance between the subject and realized enumerator on non-disclosure, with
the e ect of di erences between the subject and placebo enumerator, yielding our preferred
statistical test of how face-to-face inequality with an enumerator impacts non-disclosure.

Speci cally, we estimate the following linear probability speci cation at the individual
level i where Privacy is a binary variable coded 1 for non-disclosure, as before, and the

1f turnover is higher in lower-wage occupations, individuals may be less able to recall their earnings,
increasing the likelihood of reporting zero or missing income.
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superscriptsS, E and E refer to subject, enumerator and placebo enumerator respectively:

! !
. House® House®
Privacy; = 1 log HouseE + »log House&e +11i+ G+ Dg+ coumyt+ i: (2
| {z } {z J
Actual Enumerator Placebo Enumerator

Our main coe cient of interest is ; capturing the wealth gap between subject and enu-
merator while controlling for the e ect of the placebo treatment through ,. Our causal test
of the impact of face-to-face inequality on non-disclosure i  , = 0 corresponding to the
null hypothesis that the di erence between these coe cients is zero.

We measure the subject-enumerator wealth gap as the log ratio of the respondent's house
value to that of the enumerator, and construct the same measure for the placebo enumerator,

% i. We estimate equation 2 using both capitalized and reported housing values. The

vector |; includes the log of the respondent’'s own house value (ensuring that the wealth-gap
coe cient does not simply pick up the e ect of own wealth on withholding) along with demo-
graphic controls for race, marital status, immigration status, education, age, and age squared.
To account for homophily that may in uence disclosureG; includes di erences in age and
years of education between the respondent and the enumerator, and between the respon-
dent and the placebo enumerator. We also report speci cations with and without restricting
the sample to respondent-enumerator pairs of matching gender, since gender di erences may
a ect reporting behavior. Finally, D4 includes enumeration-district means of log housing
wealth, educational attainment, and age to capture unobserved local characteristics relevant
for privacy decisions. All regressions include county xed e ects, and standard errors are
clustered at the household level.

In column 1 of Table Il we nd that a 10% increase in the capitalized housing wealth gap
between the subject and the enumerator is associated with an increase 0fIn(1:10)=0.00022
in the probability of non-disclosure or about 0.53% relative to the mean, or 0.56% in column
2 when we control for the placebo enumerator the e ect we would expect to see by chance.
Under our test of the importance of face-to-face inequality,; , > 0 (p-value=0.0005).
With classical measurement error in the capitalized housing wealth series we would expect
these coe cients to re ect lower bound estimates. Indeed, in columns 3 and 4 we nd much
larger e ects when we use reported house values. In column 4 a 10% increase in the housing
wealth gap is associated with a 2.5% increase in non-disclosure relative to the mean non-
disclosure rate of 4.3%. The di erence between actual and placebo coe cients again exhibits
statistical signicance ( ;  , > 0, p-value=0.0266).

In columns 5 to 8 we replicate the results in columns 1 to 4 using only subject-enumerator
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pairs of the same gender. We nd consistent results and e ect sizes that are slightly larger.
In column 8, for example, a 10% increase in the housing wealth gap is associated with a 3.6%
increase in non-disclosure relative to the mean, compared to the corresponding e ect of 2.5%
in column 4 when we do not gender match on subject-enumerator pairs. One explanation for
the increased tendency to withhold information when we condition on gender-matching could
be attributed to the importance of the reference group (Cullen and Perez-Truglia, 2022). As
individuals become more closely aligned with their peers, social concerns around earnings
information become more pronounced. This would be consistent with the larger magnitudes
that we nd in our occupation-level results, as discussed in Section 4.1 above.

In Appendix Table A8 we replicate columns 1, 3, 5 and 7 of Table Il, splitting our sample
by whether the subject housing wealth is greater than or less than the enumerator's housing
wealth. We cannot reject that the sensitivity of non-disclosure to the housing wealth gap is
symmetric regardless of who is wealthier, subject or enumerator. This suggests respondents
react to the magnitude of the wealth gap rather than the direction of the di erence.

4.3 Exposure to Historical Data Release and Privacy Behavior

We next examine whether changes in perceived risk of public release of personal income data
a ected disclosure behavior. Our empirical setting exploits the brief window surrounding
the 1924 Revenue Act, during which newspapers in some counties published names and
tax payments of individual federal taxpayers. We assess whether individuals with greater
likelihood of having observed this unexpected release of private income information displayed
systematically di erent propensities to report their earnings in 1940.

We implement two complementary research designs. First, we estimate a triple-di erences
speci cation comparing cohorts that di ered in age at the time of publication across counties
that did and did not publish the tax lists. Older individuals were more likely to have been in
the labor market and consuming newspapers when the lists appeared, generating di erential
exposure by cohort. Second, we measure the intensity of exposure using newspaper circulation
per capita in list-publishing counties. If public disclosure altered beliefs about the likelihood
of income becoming publicly accessible, non-disclosure should rise with both cohort exposure
and circulation intensity.

4.4 ldentifying Counties with Published Individual Tax Returns

We identify counties where the lists were published or not published among states that include
a top 50 city by population size due to our data source on newspaper circulation (see Figure
AB6). Hence, we compare non-disclosure rates in counties like Hartford County, Connecticut
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where both theHartford Courant and the Hartford Times published lists with control counties
like Fair eld County, Connecticut where the lists were not published. According to Marcin,

a key determinant in whether a county widely published the list of tax returns is whether
or not the local tax registrar could implement the request in a timely way (while the 1924
Revenue Act stood). Appendix Tables A9 and A10 provide summary statistics and a balance
table showing very few economically meaningful correlations between county characteristics
and tax list circulation. New Deal spending per capita is higher in counties where the
lists were publishedt> These counties also had a higher rate of home ownership, but no
signi cant di erences can be observed between these counties and those without published
lists in both the level of wage and non-wage income reported in the 1940 Census. As a check
against di erential reporting quality, Appendix Figure A7 shows that age-heaping is low and
statistically indistinguishable between newspaper-list and non-list counties.

4.5 Estimating Tax List Exposure Using Age at Time of Publication

To proxy individual exposure to the publication of income tax returns, we classify individuals
who were age 40 or older at the time of the 1940 Census as having had greater exposure to the
1924-1925 newspaper lists than those who were younger. Individuals aged 40 in 1940 would
have been 24 in 1924, just entering the labor market, eligible to vote, and plausibly reading
newspapers regularly if they were su ciently educated to do so. Because age misreporting
and other factors make a precise cuto undesirable, we treat the 40+ threshold as a coarse
proxy rather than a sharp research design choice. Furthermore, we will show that our results
are robust when using ve-year age bins from ages 25 to 65.

In our regression framework, we code an indicator equal to one if an individual was age 40
or older in 1940 and zero otherwise. Table Il presents linear probability estimates of privacy
demands. Column 1 shows that, on average, non-disclosure rates do not di er signi cantly
between counties that did and did not publish the tax lists. However, the patterns change
markedly when we consider older cohorts. Column 2 shows that individuals aged 40-65
have signi cantly higher non-disclosure rates in counties that published the lists. In column
3, the interaction between age and news-list counties is imprecisely estimated, but becomes
statistically signi cant in column 4 when we allow covariates to vary exibly by age, following
the recommendations in Feigenberg et al. (2023). The interaction coe cient in column 4
implies that non-disclosure among 40-65 year olds in news-list counties is approximately
6.4% higher relative to the mean (0.00276 0.043).

Weighting by 1920 county population strengthens these results. The interaction term

2This is largely driven by counties in New York state receiving substantial federal relief and recovery aid
during the Great Depression.
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becomes larger and more precisely estimated (column 5), and the speci cation allowing age-
speci ¢ covariates (column 6) implies a 13.5% increase in non-disclosure among 40-65 year
olds in news-list counties (0.00579 0.043). Figure 5 further shows that the e ects concen-
trate sharply among individuals 40 and older, the group most likely to have remembered the
original tax-return publications. When we estimate the speci cations in columns 4 and 6
using ve-year cohort dummies, we observe a distinct increase in non-disclosure beginning
around age 40. Weighted and unweighted estimates track closely for individuals under 40
but diverge thereafter, consistent with stronger treatment e ects in more populated counties
where circulation and spillovers associated with the lists would have been more extensive.

4.6 Estimating Tax List Exposure Using Newspaper Circulation

To measure exposure to published tax lists, we follow Gentzkow et al. (2014) in treating news
markets as operating at the county level. Newspaper circulation in the 1920s was highly
localized even for national outlets and newspapers typically printed lists of local taxpayéfrs.
County-level circulation therefore provides a meaningful proxy for the extent to which the
release of individual tax returns became publicly visible in a given area, allowing us to capture
geographic variation in perceived disclosure risk.

We estimate own-county and cross-county exposure to newspaper circulation of tax lists.
We proceed in two steps. First, leNT represent the set of all newspapers publishing lists in
counties andCirculation (NT; Cl) the circulation of the n-th newspaper in list countyC/,
then the total circulation of newspapers in a single list county ig n2nT Circulation (NT; CT).

We construct an exposure measure by scaling this total circulation by the county population
in 1920. For ease of interpretation, counties with zero circulation are assigned an exposure
value of zero, and positive exposure values are grouped into low, medium, and high terciles.
We also estimate speci cations weighted by 1920 county population. Appendix Figure A8
plots the distribution of scaled circulation and the tercile cuto s.

Appendix Table A11 reports summary statistics across circulation terciles and shows little
systematic sorting across counties. Of the 31 county and individual-level variables we exam-
ine, only two county characteristics and ve individual characteristics di er monotonically
across the low, medium, and high circulation tercile¥. In all regressions, we control for this
full set of observables, ensuring that estimated e ects of circulation intensity are not driven
by underlying di erences in county or individual attributes.

3 Around 70% of the circulation of The New York Times, for example, occurred in the states of New York
and New Jersey.

14The county-level variables are New Deal spending per capita and the share religious; the individual-level
variables are indicators for being single, being an immigrant, being a homeowner, and measures of house
value and capitalized house value.
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We estimate the following linear probability models:

X3 X!
Privacy; = ;Circulation . + 4Age'® ®° + j (Circulation . Age® )
j=1 j=5 (3)

+ Xc+ Zi+ Wi+ state T occupation"' i

where the circulation indicators denote whether county falls into the low, medium, or high
tercile of circulation among counties that published the lists. The omitted category consists
of counties with no tax-list publication and individuals aged 25-39 in those counties. Our key
coe cients of interest are 5, ¢ and 7, which capture how the relationship between non-
disclosure and circulation intensity di ers for older cohorts. As in equation 1, we progressively
add individual controls Z;, county-level characteristicsX., and a complete set of two-way
interactions W ; along with state and occupation xed e ects.

As a second test, we relax the assumption that exposure operates strictly through local
news markets and incorporate multi-county newspaper circulation patterns using data from
Gentzkow et al. (2014). Newspapers based in list counties often circulated across multiple
counties, including non-list counties. For exampleThe Hartford Courant circulated across
all eight Connecticut counties, whileThe Hartford Times circulated across six;The New
York Times circulated in at least 245 counties nationwide and was a major publisher of the
lists. Accounting for these cross-county ows allows us to test whether exposure to tax-list
publication outside one's own county in uenced subsequent income-disclosure behavior.

Formally, let C denote counties in states with a top 50 city andN ™ be the set of all
newspapers publishing the lists. Le€irtulation (NT; C.) denote the circulation of then-th
newspaper in thec-th county, such that the total circulation of all newspapers in each county
is given byP 1onr Cirtulation (NJ;Cc). We scale this by each county's 1920 population,
and group counties into low, medium, and high circulation terciles (Appendix Figure ASY.
Although exposure to taxpayer lists originating elsewhere may be less personally relevant
than local publication, it may still heighten perceptions of the likelihood that income data
could become publicly accessible. We therefore interact these multi-way circulation terciles
with the indicator for list-publishing counties (Newslist) and with the age 40-65 indicator
capturing individuals of working age at the time of publication.

We estimate the following linear probability models:

150ur initial exposure measure distinguished non-circulation counties from circulation counties and then
grouped the latter into terciles (four categories in total). The multi-way measure uses terciles only (three
categories).
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whereCirtulation c1and Cirtulation 2 denote medium and high tercile circulation counties,
respectively, with low-circulation counties serving as the omitted reference category. Our
main coe cients of interest are 19 and 1, the triple interaction terms. These coe cients
capture how non-disclosure di ers for individuals who were of working age at the time of
publication (ages 40-65 in 1940) and who lived in counties with medium or high circulation
exposure, relative to younger cohorts in low exposure counties.

4.7 Magnitude of Exposure E ects

We report the interaction terms 5, ¢, and 7 from equation 3 graphically in Figure 6.
Following the structure of our baseline results in Table I, Panel (a) begins with a speci cation
including age controls and state xed e ects, and Panels (b)-(f) sequentially add county-level
controls, demographic controls, occupation xed e ects, and sample restrictions. Across
all speci cations, we consistently nd higher non-disclosure rates among individuals most
exposed to the circulation of the tax lists relative to those with little or no exposure. We
observe no discernible e ects in low and medium circulation counties, suggesting that a
su ciently high level of newspaper circulation was necessary to shift privacy behavior.

In Panel (a), non-disclosure is (0.001111 0.043)=25.8% higher among 40-65 year olds
in the highest exposure counties using basic controls, with similar magnitudes in Panel (b)
(26.0%), Panel (c) (27.0%), and Panel (d) (24.6%) after incorporating additional county
characteristics, demographic controls, and occupation xed e ects. Among 40-65 year olds
in the full-time worker sample (Panel (e)), non-disclosure is (0.00657 0.027)=24.3% higher
in high-circulation counties; for 40-65 year olds who directly interacted with the enumerator
(Panel (), the e ectis (0.01138 0.043)=26.5%. If the publication of the tax lists altered
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beliefs about the likelihood of income disclosure, we would anticipate stronger e ects among
individuals more inclined to consume newspapers and better able to process the implications
of publication. Consistent with this, restricting the sample to college-educated individuals in
Panel (g) yields a (0.00560 0.054)=28.0% increase in non-disclosure among 40-65 year olds
in list counties. Allowing covariates to vary exibly by age (Panel (h)) reduces the estimate

to 16.9%. Appendix Figure A9 shows robustness to restricting to individuals who remained

in newspaper-list counties between 1920 and 1940, as only 3-5% of 40-65 year olds moved
states in the ve years prior to the 1940 Census (Rosenbloom and Sundstrom, 2003).

Finally, Figure A10 presents estimates of equation 4, which incorporates multi-county
newspaper circulation patterns. Our focus is on the triple interaction terms o and 13
corresponding toCirtulation  Newslist Age:40 65. Panel (a) reports baseline di er-
ences across medium and high circulation counties, showing no e ect of circulation intensity
on non-disclosure when interactions are excluded. Panel (b) introduces an interaction with
the 40-65 age group and likewise shows no detectable e ect. In Panels (c) and (d), however,
once we account for whether the county itself published the lists, we nd statistically signi -
cant e ects. Non-disclosure is 12.6% higher among 40-65 year olds in high-exposure counties
(Panel (c)), rising to 14.5% after including a full set of two-way interactions in Panel (d).

Taken together, these results provide suggestive evidence that demand for privacy in the
1940 Census responded to prior exposure to the public release of federal income informa-
tion, particularly in locations with high intensity coverage. Exposure may have increased
perceptions of the risk that personal data could become publicly accessible and illustrated
the potential implications to individuals of such disclosure.

4.8 Counterfactual Distributions and Survey Data Distortion

Our results show that exposure to the historical publication of income tax lists increased
withholding in the 1940 Census. We now examine how this withholding a ects inference
about the reported income distribution by constructing counterfactuals. We estimate what
the distribution of reported incomes in newspaper list counties would have looked like had
individuals reported their earnings like observationally similar individuals in non-list counties.
Comparing the actual and counterfactual distributions allows us to quantify how withholding
distorts the observable wage distribution under more muted privacy concerns.

Among approaches for constructing counterfactual distributions, we employ the kernel
reweighting method of DiNardo et al. (1996) (DFL), which is tractable given the large number
of xed e ects in our setting. We rst estimate a propensity score indicating whether an
individual resides in a non-list (coded 1) or list (coded 0) county, using age, state and full
occupation xed e ects, and all individual and county level covariates used throughout the
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analysis. The propensity score is then used to de ne the region of common support and to
reweight the kernel density functions. Following DFL, we reweight individuals in non-list
counties so that their covariate distribution matches that of individuals in list counties. Our
interest is then in the gap between the actual and counterfactual income distributions.

Figure 7 displays the actual and counterfactual income distributions for individuals aged
25-65 in list counties. The counterfactual density places more mass in the lower ranges,
suggesting meaningful distortions in the composition of reported incomes. Because the 1940
Census top-coded wage income at $5,000 and DFL relies on observed values, di erences in
the upper tail are less visually pronounced, even though withholding among high earners
also compresses the right tail, as we show in Section 2.2 for the ultra wealthy. The 90/10
ratio in list counties is 7.52, compared with 8.00 in the counterfactual distribution, implying
that privacy leads to understated income inequality in the reported data. These patterns
are consistent with the population correlations between predicted income and non-disclosure
in Figure 2 and with modern survey evidence showing that nonresponse disproportionately
suppresses both low earners and very high earners (Bollinger et al., 2019).

5. PRIVACY BEHAVIOR AND EXPOSURE TO STATE ENFORCEMENT RISK

Finally, beyond concerns about public disclosure, individuals may also withhold information

if they fear that the government collecting the data could later use it for punitive purposes.

In this case, withholding would be more common among groups facing a higher perceived
risk of state enforcement actions, such as asset seizure or detention. As noted in Section 2.3
the period surrounding the 1940 Census provides two key contexts in which such fears may
have been particularly relevant. Japanese residents faced growing scrutiny and, shortly there-
after, mass internment and con scation of property during World War 1l. Although these
events postdate the Census, contemporary accounts indicate widespread anxiety and antic-
ipation. Mexican residents, likewise, lived under the shadow of the large-scale deportation
and repatriation campaigns of the 1930s, which involved detention and economic losses.

We therefore examine withholding among Japanese and Mexican wage earners in the 1940
Census. Japanese residents are identi ed directly in 1940, while Mexican residents are traced
from their recorded origin in the 1930 Census to the 1940 Census using the links provided by
Abramitzky et al. (2020). To proxy perceived enforcement risk, we use data from Arellano-
Bover (2022) to construct a predicted probability of internment for Japanese individuals
based on demographic characteristics. We proxy enforcement risk for Mexicans using the local
intensity of law enforcement, measured as the per-capita prevalence of policemen, detectives,
marshals, constables, sheri s, and baili s identi ed from occupation codes in the Census. If
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individuals feared that reported income could facilitate asset seizure or other punitive actions,
withholding should rise with perceived enforcement risk. Alternatively, those at greatest risk
of state scrutiny may disclose more, not less, due to compliance pressures.

In both cases, greater exposure to state enforcement risk is associated vidver rates
of non-disclosure. For Japanese residents a one standard deviation increase in predicted
internment risk is associated with a 1.0 to 1.5 percentage point reduction in non-disclosure
(Table V). For Mexican residents, a one standard deviation increase in local law-enforcement
presence predicts a decline in withholding of around 0.7 to 1.1 percentage points across spec-
| cations (Table V). These patterns also hold when we restrict the sample to individuals
living in the western United States, the region most directly a ected by mass internment
and repatriation e orts. Our ndings suggest that heightened vulnerability to state action
Is associated with compliance rather than concealment, indicating that concerns about gov-
ernment misuse of Census data were outweighed by other incentives to respond, rather than
serving as a primary driver of withholding behavior.

6. CONCLUSION

Debate over the protection of privacy is fundamental to society in an age where personal
data has value to governments, rms and researchers but individuals have concerns about
intrusions or the potential for misuse. We have examined privacy concerns in Census data
using the unusual circumstances around the 1940 Census expansion, a period marked by
particularly intense public and political debate over the collection of income information.
Millions of U.S. residents were asked to disclose their incomes at the very end of the survey,
after having revealed whether they were wage earners earlier on. We can therefore observe
patterns of withholding at national scale. Our analysis has explored social concerns over data
publicity, intrinsic or partisan motives for privacy, and concern over government misuse.

We nd meaningful resistance through non-disclosure where local inequality was pro-
nounced and in places where personal data collected by the federal government had been
released publicly in the past. Our preferred interpretation of these results is that individuals
form expectations about the private stakes of revealing their personal information. Private
stakes are higher when the likelihood of a leak is higher, and when the respondent is more
highly di erentiated from their reference group (e.g., on either extreme end of a dispersed
income distribution). We nd little evidence that privacy concerns are related to politics, or
redistribution policies and that vulnerable groups tend to comply more. We also nd that
resistance leads government statistics to underestimate the true extent of inequality.

We highlight three implications for contemporary data policy. First, distortions to the
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distribution of reported incomes arise before any statistical disclosure limitation is applied.
Modern di erential privacy frameworks, which introduce noise at the publication stage, can-
not correct for selective non-response that has already reshaped the underlying microdata
due to fears of social exposure, enumerator visibility, or the threat of data leaks. Second, the
structure of withholding we observe with missing low and high earners closely resembles pat-
terns documented in modern surveys (Bollinger et al., 2019; Goldfarb and Tucker, 2012). This
suggests that the mechanisms we identify are not con ned to a unique historical episode but
re ect a more general behavioral response to perceived disclosure risk. Third, the relatively
modest level of withholding in 1940 might re ect the unusually high trust in government
at the time, implying that our estimates could be lower-bound e ects. In settings with less
trust today, similar disclosure concerns may generate substantially larger distortions.

Overall, our results highlight that privacy preferences do a ect the quality of administra-
tive and statistical data and that past breaches or public releases of identi able information
can have long-lived consequences for public cooperation with data collection e orts.
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Figure 1: Income Privacy Across U.S. Counties

Notes: County-level means are from individual responses to the 1940 Census income question for wage earners
aged 25-65. Non-disclosure is de ned as failure to report income, given as zero or missing. Counties are shown
using 1940 boundaries. Shading re ects county-level quintiles of the share of individuals withholding income.
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Figure 2: Own Rank and Income Privacy Demands

(a) Predicted Income (b) House Value (capitalized)

(c) House Value (d) Rental Value

Notes: These gures show the mean income non-disclosure rate by income and wealth percentiles. The
predicted income series used in Panel (a) is described in the notes to Appendix Figure A4. In Panel (b) we
use capitalized house values using the actual house values and capitalized rental values whereas Panels (c)
and (d) use actual house and rental values reported.
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Figure 3: Population Predictors of Income Privacy Demands

Local Inequality vs. Income Privacy

(&) 90/10 Income Ratio (b) Predicted 90/10 (c) Income Inequality (MLD)

(d) Housing Inequality (MLD) (e) Occupation 90/10

Political and Religious Views vs. Income Privacy

(f) New Deal per Capita (g) Share Republican (h) Share Religious

Notes: These gures show binned scatter plots. The predicted 90/10 income ratio is estimated using a
predicted income series described in the notes to Appendix Figure A4. Housing and income inequality are
the mean-log deviation of house values and incomes at the county-level respectively whereas the occupation
90/10 income ratio is the within occupation ratio using 228 US census occupation categories.
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Figure 4: Privacy Demands by Income Decile

(a) Inequality and Republican Vote Share

(b) Placebo: Education Nonresponse

Notes: Panel (a) reports coe cients and 95% con dence intervals using indicators by decile of the 90/10
income ratio and the Republican vote share. Speci cation includes age, county and demographic controls,
state xed e ects and full occupation xed e ects. The p-values are from tests of the null that the coe cients

on the indicators by decile of the 90/10 income ratio are equal to the coe cients on the indicators for decile

of the Republican vote share. Panel (b) reports analogous estimates using education nonresponse as the
outcome variable. The p-values are from tests of whether the income decile coe cients are jointly zero
and whether the top decile coe cient equals zero. Cross outcome tests examine whether the income decile
coe cients, jointly and for the top decile, are equal between income and education nonresponse.
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